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Abstract--- Where as traditional scientific applications are 

computationally intensive, recent applications require more 

data-intensive analysis and visualization to extract knowledge 

from the explosive growth of scientific information and 

simulation data. As the computational power and size of 

compute clusters continue to increase, the I/O read rates and 

associated network for these data-intensive applications have 

been unable to keep pace. These applications suffer from long 

I/O latency due to the movement of “big data” from the 

network/parallel file system, which results in a serious 

performance complex. To address this problem, we proposed a 

novel approach called “ODDS” to optimize data-locality 

access in scientific data analysis and visualization. 

Keywords--Data visualization,Servers,Computational 

modeling,Distributed databases,Data models, 

Introduction 

 As processor speed continues to increase faster than 

memory speed, optimization to use the memory hierarchy 

efficiently become ever more important. Blocking or tiling is a 

well-known technique that improves the data locality of 

numerical algorithms . Tiling can be used for different levels 

of memory hierarchy such as physical memory, caches and 

registers; multi-level tiling can be used to achieve locality in 

multiple levels of the memory hierarchy simultaneously. 

 

Visualize: “To form a mental vision, image, or 

picture of (something not visible or present to the sight, or of 
an abstraction); to make visible to the mind or imagination.” 
Visualization is the use of computer graphics to create visual 

images which aid in the understanding of complex, often 
massive representations of data.Visual Data Mining is the 

process of discovering implicit but useful knowledge from 

large data sets using visualization techniques. 
 

In this paper, we propose scalable data access 

method, which allows scientific analysis applications to 

benefit from data locality exploitation with the use of HDFS,  
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while also maintaining the flexibility and efficiency of the 

MPI programming model. The fundamental challenges include 

the implementation of the co-located compute and storage 

properties of MPI-based programs, which usually does not 

take the physical location of data into account during task 

assignment; and the incompatibility of conventional parallel 

I/O, such as MPI File read(), and HDFS I/O, such as 

hdfsRead(). 

 

Our methods aim to enable parallel processes to 

achieve high I/O performance in the environment of data-

intensive computing and it consists of three components: a 

datalocality mapping scheduler which transforms a 

computecentric mapping into a data-centric one so that a 

computational process always accesses data from a local or 

nearby computation node, a data location a ware monitor to 

support the mapping scheduler for obtaining the physical data 

distribution in the underlying file system, and a virtual I/O 

translation layer to enable computational processes to execute 

conventional I/O operations on distributed file systems. 

 

Scientific Analysis And Mind's Eye 

Applications 

Information overload is a well-known phenomenon 

of the information age, since due to the progress in computer 

power and storage capacity over the last decades, data is 

produced at an incredible rate. Meanwhile, our ability to 
collect and store data is growing faster than our ability to 

analyse it. However, the analysis of these massive, typically 

messy and inconsistent, volumes of data is crucial in many 

application domains. For decision makers, analysts or 

emergency response teams it is an essential task to rapidly 

extract relevant information from the flood of data. Today, a 

selected number of software tools is employed to help analysts 

to organize their data, generate overviews and explore the 

information space in order to extract potentially useful 

information. Most of such data analysis systems still rely on 

interaction metaphors developed over a decade ago and it is 

questionable whether they are able to meet the demands of the 
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information age. In fact, huge investments in terms of time 

and money are often wasted, because the possibilities to 

properly interact with the databases are still too limited. Visual 

analytics aims at bridging this gap by employing more 

intelligent means in the analysis process. The basic idea of 

visual analytics is to visually represent information, allowing 

the human to directly interact with it, to gain insight, to draw 

conclusions, and to ultimately make better decisions. Visual 

representation of the information reduces complex cognitive 

work needed to perform certain tasks. People may use visual 

analytics tools and techniques to synthesize information and 

derive insight from massive, dynamic, and often conflicting 

data by providing timely, defensible, and understandable 

assessments. 

 
Sensors and scientific simulations are generating 

unprecedented volumes of data making visualization with 

traditional visualization solutions difficult or even impossible. 

To address the simulation scientists’ visualization needs we 

spoke with simulation scientists and gathered a set of 

requirements. The high-level requirements that guided the 

design of ParaView are support for an efficient workflow and 

support for the visualization and analysis of extremely large 

datasets. The challenge was to create a design and 

implementation that met both these complex requirements and 

balanced conflicts between them. 

 

Visualization is one task of many for simulation 

scientists. Other simulation tasks include: theoretical work, 

programming, problem setup, analysis and data management. 

Therefore, the first workflow requirement is tool ease of use. 

That is, how long it takes to create results and what 

visualization domain knowledge is required to run the tool will 

determine whether the tool is used and how often. A coarse 

approximation of the simulation scientists’ visualization 

workflow includes two modes: an exploratory mode, in which 

an interactive graphical user interface(GUI)- based tool is used 

to explore a dataset; and a batch mode, in which a scripting or 

programming language is used to write and execute a program 

that creates an animation. 
 

ODDS Sketch And Implementation 

 
we will present the design and implementation of 

ODDS and illustrate how it can benefit parallel applications 

through data-locality driven algorithms. We specifically 

demonstrate how ParaView, using static process- to-data 

mapping, can achieve high I/O performance with the use of 

ODDS 

 

Sketch Goals and System Architecture 

  

 As data repositories expand exponentially with time 

and scientific applications become ever more data intensive as 

well as computationally intensive, a new problem arises in 

regards to the transmission and analysis of data in a 

computationally efficient manner. Programs running on large-

scale clusters in parallel suffer from potentially long I/O 

latency resulting from non-negligible data movement, 

especially in commodity clusters. Scientific analysis 

applications could significantly benefit from local data access 

in a distributed fashion, similarly adopted by successful 

MapReduce systems. 

Optimizing Process-to-data Access 

 In a typical enterprise, the customer relationship 
management of a Siebel system will interact with a SAP sales 

and distribution system, as well as with business data 
warehouses and production planning systems from possibly 

different vendors. The grand challenge of information 

management nowadays is the integration and concerted 

operation of these different systems. 

 

 Assume a HPC analysis application with hundreds 

or thousands of parallel workers is launched on an m-node 

cluster with any way replication storage architecture to 

analyze a dataset consisting of n data blocks (chunk files). 

Without the knowledge of data distribution, these data 
 
Load-balanced 

 
Load balancing is challenging for fully distributed 

architectures as a scheduler only has knowledge of its own 

state, and therefore must be done with limited partial state. 

Load balancing refers to distributing workloads as evenly as 

possible across all the schedulers/workers, and it is important 

given that a single heavily-loaded scheduler would lower the 

system utilization significantly. This work adopts the work 

stealing technique at the node/scheduler (instead of 

core/thread) level. In work stealing, the idle schedulers 

communicate with neighbors to balance their loads. Our 

previous work  has explored 

 

The parameter space (e.g. number of tasks to steal, 

number of static/dynamic neighbors, poll interval) extensively 

through a simulator, SimMatrix, up to millions of nodes and 

billions of cores. 

 
However, several heterogeneity issues exist that 

could potentially result in load imbalance. For instance, in 

parallel gene data processing, the global database is formatted 

into many fragments. The data processing job is divided into a 

list of tasks corresponding to the database fragments. On the 

other hand, HDFS random chunk placement algorithm may 

distribute database fragments unevenly within the cluster, 

leaving some nodes with more data than others. In addition, 

the execution time of a specific data processing task could 

greatly vary and is hard to predict according to the input data 

size and different computing capacities per node 
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Data locality 

 

The improvement obtained from tiling can be far 
greater than from traditional compiler optimization, Figure 1 
shows the performance of 500 x 500 matrix multiplication on 
an SGI 4D/380 machine, The SGI 4DD80 has eight 
MIPS/R3000 processors running at 33 Mhz. Each processor 
hm a 64 KB direct-mapped tirst-level cache and a 256 KB 
direct-mapped seeond-level cache. We ran four different 
experiments: without tiling, tiling to reuse data in caches, 
tiling to reuse data in registers, and tiling for both register and 
caches. For cache tiling, the data me copied into consecutive 
locations to avoid cache interference. 

 

Tiling improves the performance on a single processor 

by a factor of 2.75. The effect of tiling on multiple processors 

is even more significant since it not only reduces the average 

data access latency but also the required memory bandwidth 

 

A data location monitor as a background daemon to 

report updated unassigned files/fragments status to the 

scheduler. At any point of time, the data-locality scheduler 

always tries to launch a local task of the requesting process, 

 
 

 
 
 
 
Algorithm : Data-locality Load-balanced Scheduler 
Algorithm 

 
1: Let F = {f1, f2, ..., fm} be the set of tasks 

2: Let Fi be the set of unassigned local tasks 
located on 

node i 

Steps: 

3: Initialize F for a data processing job 

4: Invoke Location monitor and initialize Fi for each 

node 

i 

5: while |F | 0 do 
6: if a worker process on node i requests a task 
then 

7: if  |Fi | ƒ= 0  then 

8: Find fx ∈ Fi such that 
9: x = argmax( min (|Fk|)) 

x Fk∋fx,kƒ=i 
10: Assign fx to the requesting process on 
node i 
11: else 

12: Find fx ∈ F such that 
13: x = argmax( min (|Fk|)) 

x Fk∋fx,k   i 
14: Assign fx to the requesting process on 
node i 

15: end if 
16: Remove fx from F 

17: for all Fk s.t. fx ∈ Fk do 
18: Remove fx from Fk 

19: end for 

20: end if 

21: end while 

 

ParaView with ODDS 

 

ODDS is not only suitable for applications with 

dynamic process-to-data assignment algorithms as illustrated 

in Section, but also for applications with static process-to-data 

assignment. In this section, we show how our proposed 

methods can be incorporated into the applications with static 

process-to-data assignment and we will demonstrate how we 

can reuse the existing effort (millions of code lines) from HPC 

field for ParaView application. 
 

ParaView employs reader modules on data server 
pro- cesses to interpret data from files.  

 

A Virtual I/O Translation Layer 

 

Visualization is one task of many for simulation 

scientists. Other simulation tasks include: theoretical work, 

programming, problem setup, analysis and data management. 

Therefore, the first workflow requirement is tool ease of use. 

That is, how long it takes to create results and what 

visualization domain knowledge is required to run the tool will 

determine whether the tool is used and how often. A coarse 

approximation of the simulation scientists’ visualization 

workflow includes two modes: an exploratory mode, in which 

an interactive graphical user interface(GUI)-based tool is used 

to explore a dataset; and a batch mode, in which a scripting or 
programming language is used to write and execute a program 

that creates an animation. The second workflow requirement is 

support for both modes. This coarse approximation can be 

refined further identifying how data is input (during the 

simulation run or after processing of the simulation is 

complete) and what type of interface is used (GUI, scripting, 

VR)1. Additional workflow requirements include tool 

portability, accessibility and extensibility. Portability is 

required because of the diverse collection of resources 
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available to scientists to run their simulations and 

visualizations. Tool accessibility is the ability to quickly gain 

access to, setup, possibly modify and run the tool. 

 

Progressive Setup 

 

We conducted comprehensive testing on our proposed 
methods on the Marmot cluster with different storage sys- 

tems. Marmot is a cluster of the PRObE on-site project and 

housed at CMU in Pittsburgh. The system has 128 nodes / 256 

cores and each node in the cluster has dual 1.6GHz AMD 

Opteron processors, 16GB of memory, Gigabit Ethernet, and a 
2TB Western Digital SATA disk drive. In the cluster, MPICH 

is installed as parallel programming framework on all compute 

nodes running CENTOS55-64 with kernel 2.6. The Hadoop 

distributed file system is con- figured as follows: one node for 

the NameNode/JobTracker, one node for the secondary 
NameNode, and other compute nodes as the 
DataNode/TaskTracker. 

 

Evaluating with ODDS 
 

The ability to handle large data is also a critical 

requirement. We define large data as data that exceeds the 

resource limits (i.e. the elements of the storage hierarchy – 

memory, disk, tape) of a single machine. The first aspect of 

the large data handing requirement is a functional one; can the 

data be visualized at all? Techniques such as data streaming 

(i.e. processing the data incrementally) and parallelism can be 

used to process large data sets. Workflow requirements,such 

as portability, mandate that the tool execute on both shared 

and distributed-memory parallel machines. The second aspect 

of the large data handling requirements is performance; can 

the data be processed quickly? Techniques such as multi-

resolution representations and parallelism can be used to 

improve both visualization and rendering performance. 

 

All of these packages are portable to most 

architectures when run on a single machine. Differences arise 

on their portability to parallel architectures. AVS, OpenDX 

and SCIRun all support parallel execution on shared memory 

machines. They also all rely on a centralized executive to 

allocate memory and execute programs. This reliance makes it 

difficult to port these packages to distributed memory 

machines. Ensight uses a client/server architecture, the client 

renders geometry and the server executes visualization and 

analysis tasks. Ensight currently provides a shared-memory 

implementations of both the client and server. Ensight also has 

a distributed-memory implementation of the server. ParaView 

is portable to both shared and distributed-memory machines. 

ParaView is the only listed package that can incrementally 

process data. 

 

illustrates the overall execution time of a ParaView 

analysis for an increasing number of nodes with the use of 

PVFS, HDFS and ODDS. With a small cluster size, the total 

time of the ParaView experiment did not differ greatly 

because the available network bandwidth is sufficient to 

deliver the data needed by the computational processes and 

there is no network contention. At 64 nodes however, the 

ODDS based ParaView shows it’s strength in large clusters 

seeing a major reduction in total time when compared with the 

PVFS and HDFS based ParaView, being nearly 100 seconds 

quicker in execution for a total execution time of 110 seconds. 

In a 96 node cluster, the difference between ODDS and the 

other filesystems is lessened, but still a great improvement is 

observed with ODDS based ParaView executing in 70 

seconds, a reduction almost twice that of PVFS and HDFS 

based ParaView. 

 

UV-CDAT 

 

Accessing the Earth System Grid Federa on (ESGF) 

from UVKCDAT.Client access, explora on, and analysis of 

ESGF’s mul4Kpetabyte archive.Using UVKCDAT’s 2D and 

3D capabili4es to explore me series data.Easy extrac on and 

analysis of me series data from multiple sources. Descrip on of 

software repository, version control, build system, testing 

framework, and dashboard 

 

Conclusions 

 

In this paper, we proposed a method called ODDS to 

optimize data-locality access in scientific analysis and 

visualization. ODDS employs a data-locality scheduler to 

transform a compute-centric mapping into a data-centric one 

and enables a computational process to access the needed data 

from a local or nearby storage node. ODDS is not only 

suitable for scientific applications with dynamic process-to-

data scheduling but also for applications with static process-

to-data assignment. ODDS can be adopted for newly 

developed scientific analysis programs and for existing 

scientific analysis applications such as ParaView and 

mpiBLAST. By conducting comprehensive experiments over 

128-node clusters with four popular file systems, we found 

that ODDS can greatly reduce the I/O cost and double the 

overall execution performance as compared with the schemes 

that do not consider physical data distribution 

. 
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